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Project description
Truncated basis expansions, e.g. using splines or wavelets families, are ubiquitous in statistical
modeling. They are typically used to approximate and estimate unknown smooth functions
which represent the non-linear effect of a covariate/feature on a response variable. The simplest
case is an additive model [AM; e.g. 1] y = f (x)+, for a given covariate x, response Y with mean
zero for simplicity, and a random error term  assumed to have expectation zero. The function
f , representing
of J < ∞ bases
PJ the effect of x on Y , is approximated by a linear>combination
J
b: f (x) ≈ j=1 βj bj (x), and the estimation of β = (β1 , . . . , βJ ) ∈ R given data becomes a
parametric estimation problem.
The main advantage of such a formulation is that approximated effects remain interpretable
while model flexibility/complexity can be adapted to the task at hand. This flexibility is usually
understood as the degree of smoothness the approximated function can achieve and is controlled
by a penalty added to the objective function (the latter representing goodness-of-fit such as a
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sum of squared
residuals or a log-likelihood function). For instance, in an AM the L2 norm
PJ
2
2
||β||2 = j=1 βj , aka quadratic/ridge penalty, is often used to “shrink” β towards 0 and thus
the approximated f to be smoother. A smoothing parameter λ is associated to an effect’s
penalty, and is usually selected by some outer scheme which minimizes some (out-of-sample)
prediction error criterion. Cross-validation (CV) is arguably the most intuitive and general
scheme to assess prediction error, but its computational cost becomes prohibitive for more
complex models (e.g. spatial point processes) and/or when the number of effects (thus the
number of distinct λs) is large. The same can be said about minimizing some informationtheoretic quantity, such as the Akaike information criterion (AIC), where a (brute-force) grid
search is generally needed.
Wood and Fasiolo [2] proposed a rather simple algorithm to select λs associated with
quadratic penalties for AMs and generalized additive models (GAMs). This algorithm, named
the Fellner-Schall (FS) method, takes an empirical Bayes point of view: λ is seen as the precision parameter of an improper Gaussian prior distribution on β and the goal is the estimate
λ based on some marginalized log-likelihood. By means of a few approximations (see Web
Appendix B in Aeberhard, Cantoni, Marra, et al. [3] for details), this FS method allows to
alternate between the selection of λ given some previous iterate of β, and the estimation of β
given some value for λ. This alternated, rather than nested, scheme makes the selection of λ
computationally feasible for a wide range of models.
That said, this FS method has drawbacks. First, it is mainly based on heuristics. Notably,
it is not clear what kind of prediction error is actually being minimized and how this compares
to other popular criteria such as CV and AIC. Second, the algorithm is not efficient. Under
some conditions, the objective function is guaranteed to decrease at every iteration but no
optimal step size has been proposed. Finally, the FS method relies on various approximations,
among others the Laplace approximation to the marginal likelihood of λ. It is unclear under
which conditions the approximation errors can be neglected, if at all.
At the Swiss Data Science Center, the Speedmind project is a collaboration with scientists
from the Swiss Federal Institute for Forest, Snow and Landscape Research (Eidgenössische
Forschungsanstalt für Wald, Schnee und Landschaft, WSL). The project deals with species distribution modeling of plants in Switzerland. An approach based on log-Gaussian Cox processes
(LGCP, a special case of hierarchical spatial point processes with a Gaussian random field)
leads to encouraging results in terms of the prediction of the presence of a species at given locations. Such an approach relies on many non-linear effects of environmental covariates, where
the FS method seems to work for selecting smoothing parameters associated with ridge penalties. But the drawbacks mentioned above hinder a better understanding of the method and a
more efficient implementation.

Additional information
• Difficulty of the project: moderate to challenging, depending on the student’s background and interests
• What will you learn?
– Good understanding of non-parametric statistical models, penalized maximum likelihood estimation, and spatial point processes;
– Usable skills in terms of packaging R code, improving estimation algorithms, and
visualization of predicted spatial fields;
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– Experience in terms of ecological modeling, model selection, and effects interpretation.
• Requirements: Strong programming skills in R; good background in statistics; background in optimization and mathematical statistics useful but not required
• Supervisors: Dr. William H. Aeberhard (william.aeberhard@sdsc.ethz.ch) and Prof.
Fernando Pérez-Cruz (fernando.perezcruz@sdsc.ethz.ch).
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